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Abstract

Performance in many percaptual tasks improves with practice. This process is as-

sociated with some form of learning. Perceptual learning refers to changes in sensory

abilities that occur through training and is thought to be an important process that helps

us adapt to our physical environment. Over the last two decades, the psychophysics

literature has been focusing on the properties of this learning that can help pinning

down a locus of learning. Here I present an artificial neural network which uses

spiking neurons to perform recognition and memory tasks. A reinforcement learn-

ing algorithm has been applied to the network which uses learning rules involving

spike-timing-dependent synaptic plasticity (STDP) modulated by a global reward sig-

nal and an additional population response. This model is fully biologically plausible

and causes learning to speed up with increasing population size. The model is evalu-

ated in the orientation discrimination problem and its performance is compared with

the physiological and psychophysical data. The results show that changes reported by

both physiological and behavioral experiments can be explained with the model.
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Chapter 1

Introduction

The human brain contains around 100 billion highly interconnected neurons. In-

formation is transmitted between neurons in the form of action potentials, also known

as spikes. How this mechanism is able to perform the feats of perception and memory

to which we are accustomed is not yet understood.

A central issue in neuroscience is how the adult brain adapts to important environ-

mental changes. To understand how the brain works, we need to combine experimental

studies of animal and human nervous systems with numerical simulation of large-scale

brain models. The present study focuses mainly on the ability that animals have to

learn. It is known that practicing a perceptual task can result in better detection and

discrimination of relevant stimuli, a phenomenon called perceptual learning. Percep-

tual learning is considered to be a manifestation of neural plasticity in adult brain,

enabling adaptive responses to environmental changes.

1.1 Aim of the project

The aim of this thesis is to construct a model of computation with spiking neurons

and evaluate its performance with respect to properties of perceptual learning that have

been observed through psychophysical and physiological experiments. The motiva-

tion for doing so is two-fold. Firstly, I hope that such a model may contribute to our

understanding of the mechanisms by which real brains operate. Secondly, modeling

perceptual learning may provide insight into the underlying mechanisms and locus of

this kind of learning in the brain.

1



Chapter 1. Introduction 2

1.2 Thesis Overview

The remainder of this Thesis is organized as follows:

• In Chapter 2, a theoretical background is presented, including an explanation of

some key concepts relevant to this project.

• Chapter 3 describes the neural encoding model used and provides simulations of

a pattern classification task. The network architecture and the encoding strategy

is presented here, as well as simulation experiments which help evaluate the

model’s accuracy.

• Next, I evaluate the model’s performance in terms of perceptual learning. Specif-

ically, Chapter 4 provides an extensive analysis of the changes observed by psy-

chophysical and physiological experiments after training in an orientation dis-

crimination task.

• Finally, in Chapter 5 I discuss the results and predictions of the model and pro-

vide suggestions for future work.



Chapter 2

Background

2.1 Elementary concepts

Each living creature has to act in a suitable way when responding to the various

situations it encounters in its environment. It is nowadays an accepted point of view

that the nervous system controls the behavior. In a simple picture one could view

the nervous system as a device which receives input from various senses like auditory

input from the ears or visual input from the eyes and computes some output in form of

movement or speech.

2.1.1 Elements of neural systems

Over the past hundred years, biological research has accumulated an enormous

amount of detailed knowledge about the structure and function of the brain. The el-

ementary processing units in the central nervous system are neurons which are con-

nected to each other in an intricate pattern. Every neuron has a separation of electrical

charge across its cell membrane. This separation of positive and negative charges

across the cell membrane is named membrane potential. The relative excess of posi-

tive charges outside and negative charges inside the membrane of a nerve cell at rest is

maintained because the lipid bilayer acts as a barrier to the diffusion of ions, and give

rise to an electrical potential difference, which ranges from about 60 to 70 mV. The

potential across the membrane when the cell is at rest (i.e. when there is no signal-

ing activity) is known as the resting potential. Information is transmitted in the brain

through changes in the membrane potential.

3
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Figure 2.1: The left drawing shows a few neurons in the cortex (reproduction of a draw-

ing from Ramon y Cajal). The density of neurons in reality is much higher. The right

panel shows a simultaneous recording of the spike trains of 30 neurons in the visual

cortex of macaque monkey. Each occurrence of a spike is marked with a short vertical

bar. The gray shaded area marks a time interval of 150 ms in length (Kruger & Aiple,

1988).

2.1.2 Spiking neurons

One of the most prominent features among almost all biological neural systems

is that neurons communicate via sequences of identical electrical pulses called action

potentials or spikes 1. Figure 2.1 shows a small portion of the cortex and a recording

of the spike trains of 30 neurons in the visual cortex of macaque monkey.

If a neuron is depolarized sufficiently to raise the membrane potential above a

threshold level, a positive feedback process is initiated, and the neuron generates an

action potential. An action potential is a roughly 100 mV fluctuation in the electrical

potential across the cell membrane that lasts about 1ms. Action potentials are of great

importance because they are the only form of membrane potential fluctuation that can

propagate over large distances.

A chain of action potentials emitted by a single neuron is called a spike train. It is

a well accepted hypothesis in the neuroscience community that these spike trains are

the primary channel of rapid information processing (Koch, 1999; Rieke et al., 1996).

Thus we can think of the computation performed by a certain subsystem of the nervous

system as a mapping from a set of input spike trains to a set of output spike trains 2. To
1However, there are also systems which use graded electrical signals for information transmission.

For example the horizontal cells in the retina are connected by such gap junctions (Tessier-Lavigue,
1991) .

2Obviously there are other systems like the retina or the inner ear which transform physical quantities
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study such computations one needs a model for a network of neurons which accounts

for the spiking nature of the nerve cells.

Action potentials in a spike train are usually well separated and depend on the

recent history of cell firing. For a few milliseconds just after an action potential has

fired, it may be virtually impossible to excite another spike, even with very strong

input. The minimal distance between two spikes defines the absolute refractory period

of the neuron.

2.1.3 Tuning Curves

Neurons typically respond by producing complex spike sequences that reflect both

the intrinsic dynamics of the neuron and the temporal characteristics of the stimulus.

Neural responses can vary from trial to trial even when the same stimulus is presented

repeatedly. Typically, many neurons respond to a given stimulus, and stimulus features

are therefore encoded by the activities of large neural populations.

A simple way of characterizing the response of a neuron is to count the number of

action potentials fired during the presentation of a stimulus. If we average the number

of action potentials fired over trials and divide by the trial duration, we obtain the

average firing rate. The average firing rate calculated as a function of the stimulus

is called the neural response tuning curve. Response tuning curves can be used to

characterize the selectivities of neurons in visual and other sensory areas to a variety

of stimulus parameters. Tuning curves can also be measured for neurons in motor

areas, in which case the average firing rate is expressed as a function of one or more

parameters describing a motor action.

2.1.4 Population coding

A fundamental section in computational neuroscience is how neural system en-

codes information. A central problem in neural coding concern how information is

represented at the neural level and what are the units of computation. An important

part of the answers to these questions is that individual elements of information are

encoded not by single cells, but rather by populations or clusters of cells. This encod-

ing process is known as population coding, and turns out to be common throughout

the nervous system. In population coding each neuron has a distribution of responses

over a stimulus input signal and the responses of many neurons may be combined to

like light intensity or changes in air pressure into spike trains.
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determine some values about the input (Dayan & Abbot, 2001). One key property of

the population coding strategy is that it is robust. Damage to a single cell will not have

a catastrophic effect on the encoded representation because the information is encoded

across many cells. However, population codes turn out to have other computationally

desirable properties, such as mechanisms for noise removal, short-term memory and

the instantiation of complex, non-linear functions. Understanding the coding and com-

putational properties of population codes has therefore become one of the main goals

of computational neuroscience.

Computational modeling can be used to characterize how the nervous system op-

erates. Activity-dependent synaptic plasticity play a crucial role in the development of

neural circuits and it is widely believed to be the basic phenomenon underlying learn-

ing and memory. Much of the interest in cortical plasticity stems from its potential

relevance to learning. Plasticity is defined as the modifiability of the brain leading to

more appropriate function. The term most often describes the neuronal substrate of

changing behavior, such as changes in synaptic weights or formation of new synapses.

Plasticity, for example, serves to adjust the functional and anatomical organization of

the central nervous system as a result of sensory experience or other factors.

Studies of plasticity and learning involve analyzing how synapses are affected by

activity over the course of a training period. Slow, long-lasting improvement at the be-

havioral level suggests incremental, long-lasting synaptic plasticity at the neural level.

The principles governing this plasticity are of great theoretical interest. It is crucial

understanding how training modify synapses and how these modifications change pat-

terns of neuronal firing to affect behavior. Studies of plasticity and learning involve

analyzing how synapses are affected by activity over the course of a training period.

2.2 Visual system

The human visual system can detect and discriminate between an incredibly diverse

assortment of stimuli that may be chromatic or achromatic, in motion or not, pattered

or unpatterned, two-dimensional or three. The biology of the visual system begins with

the eyes, but it is not completely clear where it ends, as increasingly abstract levels of

visual processing merge gradually into multimodal or amodal cognitive processing.

The pathway of visual information starts from the retina. The retina is much more

than a passive light transduction device. It provides a relatively highly processed signal

to the cortical visual areas via the lateral geniculate nucleus (LGN) of the thalamus.



Chapter 2. Background 7

Figure 2.2: Pathway of visual information from retina to cortex. Lights is reflected off of

surfaces, transduced in the retina, and routed according to left and right visual fields to

the LGN of the thalamus, which then projects up to the primary visual cortex, V1, and

from there to specialized cortical processing areas (V2, V4, and beyond).

The next major processing area in the visual stream is the primary visual cortex, also

known as area V1, which is at the very back of the occipital lobe in primates. Other

areas of visual cortex are known as extrastriate visual cortex. The more important areas

are V2, V3, V4 and MT. This pathway is shown in Figure 2.2.

The primary visual cortex is the best studied visual area in the brain. It is the sim-

plest, earliest cortical visual area. It is highly specialized for processing information

about static and moving objects and is excellent in pattern recognition. The tuning

properties of V1 neurons differ greatly over time. Early in time (40 ms and further) in-

dividual V1 neurons have strong tuning to a small set of stimuli. That is, the neuronal

responses can discriminate small changes in visual orientations, spatial frequencies

and colors. Furthermore, individual V1 neurons in human and animals with binocular

vision have ocular dominance, namely tuning to one of the two eyes. In V1, and pri-

mary sensory cortex in general, neurons with similar tuning properties tend to cluster

together as cortical columns.

Visual area V2, also called prestriate cortex, is the second major area in the visual

cortex, and the first region within the visual association area. It receives strong feed-

forward connections from V1 and sends strong connections to V3, V4, and V5. It also

sends strong feedback connections to V1. Visual area V5, also known as visual area

MT (middle temporal), is a region of extrastriate visual cortex that is thought to play

a major role in the perception of motion, the integration of local motion signals into
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Figure 2.3: The areas of visual cortex.

global percepts and the guidance of some eye movements. The first five visual areas

are labeled in Figure 2.3.

Among the neurons in the visual system of primates, cells selectively responsive to

direction of motion are first encountered in area V1. Such neurons are often described

as tuned for direction (Ghose et al., 2002). Beginning with the landmark work of Hubel

and Wiesel (Hubel & Wiesel, 1968), it has been known that a significant fraction of V1

neurons respond best when a contour moves through their receptive fields in a particu-

lar direction; responses are significantly diminished when movement is in the opposite

direction. Different neurons have different preferred directions of motion, with all di-

rections around the clock represented within the ensemble of neurons. The outputs of

these local filters in V1, in turn, activate second-stage analyzers that integrate motion

signals over more extended regions of visual space. This second-stage analysis begins

with neurons in the middle temporal visual area (MT). MT receives some of its input

directly from V1, and the rest indirectly from V1, via areas V2 and V3. Nearly all

neurons in MT are selective for the direction and speed of stimulus motion, again with

the range of preferred directions among neurons spanning 360 degrees.
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2.3 Perceptual Learning

All areas of cortex are capable of change in response to alterations of sensory input.

These electrophysiological changes of sensory neurons are thought to be an important

process that help us adapt to our everchanging environment. Perceptual learning is the

improvement in performance on a variety of simple sensory tasks following practice

(Gibson, 1953). This form of learning is often slow but its effects can last for years

without further training. In visual perception, such tasks, often called discrimination

tasks, involve identifying small differences in simple visual attributes, such as position,

orientation, texture or shape. In general, perceptual learning ranges from the discrimi-

nation of simple attributes to more complex sensory patterns. Training in a perceptual

task enables one to become more efficient at distinguishing subtle differences in sen-

sory information after repeated exposure. To perform more efficiently an observer

needs the ability to detect or discriminate the difference between the most relevant

and least relevant information. In other words, an observer learns to distinguish signal

from noise with greater facility. The important element is that learning to perceive

subtle differences in stimuli reflects a trainable ability to amplify the most relevant in-

formation and reduce the least informative. Moreover, it reflects experience-dependent

modifications that persist for extended periods of time, from months to years (Ball &

Sekuler, 1982; Fiorentini & Berardi, 1981).

The precision of stimulus control and the detailed knowledge of the physiology

of the early sensory areas make perceptual learning a particularly fruitful domain for

studying cortical plasticity in general (see Fahle & Poggio, 2002; Gilbert, Sigman, &

Crist, 2001; Tsodyks & Gilbert, 2004, for reviews). The psychophysics of early per-

ceptual learning have been well studied (Ball & Sekuler, 1982). Thus, the improvement

of perceptual capabilities with training can offer important insight into the physiolog-

ical basis of learning in the cerebral cortex (Ghose, 2004). These improvements can

arise from a variety of training regimens and reflect changes in a variety of locations

within the cortex. An understanding of the neural basis of perceptual learning depends

on relating specific changes in sensory physiology to changes in perceptual perfor-

mance. However, researchers are only beginning to understand the actual effects of

neuronal plasticity on perceptual learning.

Any model of perceptual learning must include at least two components. First, it

has to describe the way the sensory world is represented by neuronal activity in the

sensory areas of the brain. Second, it has to describe the changes that occur in the
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sensory pathways when perceptual learning occurs. Generally, these changes were

not attributed to changes on the peripheral or early levels of information processing,

but were, implicitly or explicitly, considered to be based on cognitive, that is, high-

level changes of visual information processing. During the last two decades, however,

a number of electrophysiological and psychophysical experiments have shed some

doubts on this purely cognitive interpretation, suggesting that even the adult primary

sensory cortices show much more plasticity than was believed.

There are good reasons to believe that perceptual learning is mediated by neu-

ronal processes that occur at the level of the primary sensory cortex. These areas are

the first to receive information from the sensory organs and their circuitry is the best

understood of that in the cerebral cortex. The first evidence of this was the speci-

ficity of improvement through learning for stimulus orientation. Fiorentini and Be-

rardy (Fiorentini & Berardi, 1981) were first to describe such orientation specificity,

finding that practice improved discrimination between complex gratings, but that the

improvement din not transfer stimuli rotated by 90 degrees. Poggio, Eldelman and

Fahle (Poggio et al., 1992) described a similar orientation specificity for a vernier dis-

crimination task. Hence, the improvement obtained through training was specific for

stimulus orientation. Hence, the changes of the nervous system underlying this form

of perceptual learning should occur on a quite early level of cortical information pro-

cessing where the neurons are already selective for different stimulus orientations, but

still partly monocularly activated unlike in all cortical areas beyond the primary vi-

sual cortex. Recent neuroanatomical and electrophysiological evidence supports this

conclusion. In the somatosensory and auditory systems, perceptual learning has been

shown to be associated with changes in the response properties of cortical neurons that

are consistent with the behavior improvement (Jenkins et al., 1990; Recanzone et al.,

1992). These neurophysiological results, together with those from psychophysical ex-

periments showing that perceptual learning can be highly specific for certain stimulus

configurations (Sagi and Tanne 1994; Karni and Bertini 1997), lead to the expectation

that perceptual learning will involve changes in the responses of neurons in the primary

sensory cortex (Gilbert, 1994).

2.3.1 Visual Perceptual Learning

To investigate whether changes in neuronal responses following practice occur

in early areas of the cortex this project focuses mainly on visual perceptual learn-
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Figure 2.4: Response of a single cortical cell to bars presented at various orientations

(Hubel & Wiesel, 1968).

ing. Visual perceptual learning is the increase in visual sensitivity accompanying re-

peated practice of a visual task. Subjects are trained to distinguish different visual

features. For example, observers can learn to discriminate the direction of motion

(Ball & Sekuler, 1982; Lu et al., 2005), and judge the orientation of simple line stimuli

(Matthews et al., 1999; Vogels & Orban, 1985) or simple spatial gratings (Petrov et al.,

2006) (Figure 2.4). Learning is assessed by how performance or neuronal activity is

modified through training. It has been shown that a subject can reliably detect sig-

nificantly smaller orientational differences after an extended training period (Gilbert,

1994; Schoups et al., 2001; Vogels & Orban, 1985). This phenomenon is thought to

be associated with changes in the responses of neurons that are consistent with the be-

havior improvement (Jenkins et al., 1990; Recanzone et al., 1992). Visual perception

is accomplished by a distributed network of interconnected and interacting neural pop-

ulations, or cortical regions. The activities of the neurons within these regions underly

perceptual processes. Furthermore, changes in the response properties of such neurons

underly changes in perceptual abilities.

The performance improvement of this perceptual learning phenomenon is long-

lasting, indicating that the training process must lead to some form of long-term changes
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in the brain. The psychophysically observed specificities of perceptual learning de-

scribed before, such as the lack of transfer from learning at one orientation to the

orthogonal orientation or from one learned retinal location to a nearby nonoverlapping

location, strongly suggest that the site of plasticity must involve, at least partially, early

visual cortical areas where cells have relatively narrow orientation tuning curves and

small receptive fields (Gilbert, 1994).

Two recent studies of perceptual learning in the visual system have linked behav-

ioral improvement to an improved neuronal performance. In the middle temporal vi-

sual area (MT) and the medial superior temporal area (MST), neurons have large re-

ceptive fields and are typically direction selective. The first study (Zohary et al., 1994)

found that improvement in direction discrimination at one position in the subject’s vi-

sual field transferred to another location. The increase in perceptual sensitivity was

accompanied by a short-term improvement in neuronal sensitivity that mirrored the

perceptual effect both in magnitude and in time course. This indicates that improved

psychophysical performance can result directly from increased neuronal sensitivity

within a sensory pathway.

Schoups (Schoups et al., 2001) showed that the slopes of neurons in the primary

visual cortex, V1, were increased after learning an orientation discrimination task.

However, recent experiments that have examined the effects of perceptual learning on

the response properties of neurons in the early stages of visual cortex have failed to

find strong effects. Ghose (Ghose, 2004) found that training monkeys extensively on

an orientation discrimination task did not change the selectivity or responsiveness of

neurons in V1 or V2 in ways that could account for perceptual learning. Crist et al.

(Crist et al., 2001) showed that extensive training on a bisection discrimination task

could affect how much V1 neurons were influenced by stimuli outside their receptive

fields, but again basic receptive field properties were unchanged.

However, Yang and Maunsell (Yang & JHR, 2004) have examined the effect of

learning on neuronal response properties in a visual area that lies at a later stage of

cortical processing, area V4. Adult macaque monkeys were trained extensively on

orientation discrimination at a specific retinal location using a narrow range of orien-

tations. During the course of training, the subjects achieved substantial improvement

in orientation discrimination that was primarily restricted to the trained location. Af-

ter training, neurons in V4 with receptive fields overlapping the trained location had

stronger responses and narrower orientation tuning curves than neurons with recep-

tive fields in the opposite, untrained hemifield. The changes were most prominent for
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neurons that preferred orientations close to the trained range of orientations. These

results provide the first demonstration of perceptual learning modifying basic neuronal

response properties at an intermediate level of visual cortex and give insights into the

distribution of plasticity across adult visual cortex.

2.4 Models of neural networks

Neural-network models provide one approach to understanding the computational

principles of perceptual learning. This project focuses on a feedforward neural network

where activity is propagated forward from the input layer to an output layer through an

intermediated layer of hidden units.

2.4.1 Learning strategies

In training neural networks we consider three main types of training procedures,

supervised, unsupervised learning and reinforcement learning. A fundamental theoret-

ical distinction exists between supervised and unsupervised learning in neural networks

(Dayan & Abbot, 2001; Crist et al., 1991; OReilly & Munakata, 2000). In supervised

learning, a desired set of input-output relationships is imposed on the network by a

teacher during training. This kind of learning requires an external feedback and up-

dates the connection weights according to plasticity rules that minimize the average

error between actual and target activations of the output units. Such error-correcting

rules can train the network to perform arbitrary stimulusresponse mappings.

Models for supervised learning have generally been met with considerable scep-

ticism in the neurobiological community. This may be largely due to the widespread

application of one particular algorithm for supervised learning, backpropagation of er-

rors (Rumelhart et al., 1986; Werbos, 1974). There are convincing reasons to reject

backpropagation as a procedure by which interconnected brain structures may learn

(Crick, 1989; Pennartz, 1996). However, they are good models for some parts of the

brain like the cerebellum which seem to use an error signal for learning (Doya, 1999).

In contrast, unsupervised learning is associated with Hebbian learning rules that

update the connection weights on the basis of co-activation of input and output (pre-

and postsynaptic) units. If x j is the output of the presynaptic neuron, xi the output of

the postsynaptic neuron, and wi j the strength of the connection between them, Hebbian
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learning rule is given by

Dwi j = cx j ⇤ xi,

where c is a constant called learning rate. In unsupervised learning, a network responds

to a series of inputs during training solely on the basis of its intrinsic connections and

dynamics. The network then selforganizes in a manner that depends on the synaptic

plasticity rule being applied and on the nature of the inputs presented during training.

This rule do not depend on feedback and detect statistical regularities in the training

corpus. This training strategy has been widely applied to models of, for example, as-

sociative memory (Hopfield, 1984; Kohonen, 1989). From a neurobiological point of

view, some methods for unsupervised learning have been relatively successful in that

they offer an efficient learning strategy and incorporate biologically plausible princi-

ples for synaptic modification.

Hybrid systems are also possible. For example, internal target signals may replace

the external teacher in error-correcting learning, or external feedback may be included

as additional input in Hebbian learning.

The present study is based on a different kind of learning, reinforcement learning,

which will be described in the next section.

2.4.2 Reinforcement Learning

Although learning can occur in the absence of feedback, feedback can facilitate

learning. Moreover, feedback that is uncorrelated with the response disrupts learning.

Effective feedback though suck as block feedback is interesting. Block feedback is

feedback which is available after several trials in response to a certain percentage cor-

rect after a number of presentations and is considered to be as effective as trial-by-trial

feedback (Herzog & Fahle, 1997). These observations put obvious constraints on the

feedforward networks with supervised learning, in which feedback is usually imple-

mented as a teaching signal that is required for the correct change in the strength of

synaptic connections (Seung et al., 1992).

However, other algorithms have been developed that are closely related to super-

vised learning. These are captured under the term reinforcement learning and do not

violate the basic laws of neurophysiology. In reinforcement learning the synaptic mod-

ification process is controlled by an evaluative feedback signal about the network per-

formance which can take the form of reward or punishment. Reinforcement learning

is a form of supervised learning because the network does get some feedback from
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its environment. But that feedback is only evaluative, not instructive. In a biological

context, this feedback can be interpreted as a rewarding (appetitive) or punishing (aver-

sive) signal emitted by an animals environment. The feedback reflects an evaluation of

network performance and consists of only one scalar value.

A major advantage of using a reinforcement model is that the only feedback re-

quired from the environment is the presence or absence of a reward. The ability to

learn appropriate actions in response to particular stimulus using reward or punish-

ment feedbacks is a focus of behavioral psychology. Many reinforcement learning

procedures have been constructed. The associative rewardpenalty algorithm (ARP)

(Barto & Jordan, 1987; Crist et al., 1991; Mazzoni et al., 1991) for example has been

applied in engineering as well as neurobiology.

Classical reinforcement learning algorithms for neural networks are characterized

by a learning rule which computes synaptic weight changes by multiplication of three

variables: values related to presynaptic activity, postsynaptic activity and reinforcing

feedback (Barto & Jordan, 1987; Mazzoni et al., 1991; Montague et al., 1993). The

general form of these learning rules is:

Dwi j = crxix j

with Dwi j the weight change of the synapse from neuron j to neuron i, c a rate constant,

r a reward-related quantity, x j and xi the activity of neuron j and i, respectively. The

reward-related quantity r has been hypothesized to correspond to a diffusible neuroac-

tive substance which directs incremental as well as decremental changes in synaptic

efficacy (Dayan et al., 1994; Dehaene & Changeux, 1991; Friston et al., 1994; Maz-

zoni et al., 1991; Montague et al., 1993).

If the reinforcement signal says that a particular output is wrong, it gives no hint

as to what the right answer should be. Furthermore, applied to a population, where

the read-out is by design relatively invariant to the behavior of any single neuron,

the reward signal evaluating the population response cannot reliably assign credit at

the level of a single neuron or even a single synapse. In human terms, the standard

reinforcement approach is analogous to having a class of students write an exam and

being informed by the teacher on the next day only whether the majority of the class

has passed or failed whereas the individual scores are kept secret. That leads to slow

learning (Izhikevich, 2007).

A successful model which has received attention in the field of neuroscience is

Temporal-Difference (TD) learning. TD learning is a combination of Monte Carlo
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ideas and dynamic programming (DP) ideas and has been mostly used for solving

the reinforcement learning problem. Researchers discovered that the firing rate of

dopamine neurons in the ventral tegmental area (VTA) and substantia nigra (SNc)

appear to mimic the error function in the algorithm (Schultz & Dickinson, 2000). The

error function reports back the difference between the estimated reward at any given

state or time step and the actual reward received. The larger the error function, the

larger the difference between the expected and actual reward. When this is paired with

a stimulus that accurately reflects a future reward, the error can be used to associate

the stimulus with the future reward.

Dopamine cells appear to behave in a similar manner. In one experiment measure-

ments of dopamine cells were made while training a monkey to associate a stimulus

with the reward of juice (Schultz, 1998). Initially the dopamine cells increased firing

rates when exposed to the juice, indicating a difference in expected and actual rewards.

Over time this increase in firing back propagated to the earliest reliable stimulus for

the reward. Once the monkey was fully trained, the dopamine cells stopped firing.

This mimics closely how the error function in TD is used for reinforcement learning.

The relationship between the model and potential neurological function has produced

research attempting to use TD to explain many aspects of behavioral research (Dayan,

2001).

The aim of this project is to model a way of how information could be processed

and learned in a network of spiking neurons, using a reinforcement learning technique

which was first presented by Robert Urbanczik and Walter Senn (Urbanczik & Senn,

2009). Urbanczik and Senn proposed a new model with two reinforcement signals, the

global reward feedback and an additional feedback for the population activity. This

modulation changes the scaling properties of population learning and learning speeds

up when the population size is increased.

The main goal of the project is to re-implement this model and assess its perfor-

mance in terms of perceptual learning. The challenge is to understand how changes

required to learn information occur and to evaluate the models performance in tasks

that have already been learned. The next chapters present the methods used to construct

the model, different simulations and the performance of the model on an orientation

discrimination problem.
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Model and Methods

3.1 Neuronal Model

The model of this project is based on a specific neuronal model and synaptic rein-

forcement procedure, the escape noise neuron presented in (Pfister et al., 2006). How-

ever, it could be adapted to use other reinforcement learning procedures at the single

neuron level (Seung, 2003; Fiete & Seung, 2006; Florian, 2007).

3.1.1 Postsynaptic potentials

Without any spike input, the cell membrane is at rest and has a constant negative

polarization. For this project we suppose that the resting potential is -1. After the ar-

rival of a spike, the potential changes and finally decays back to the resting potential.

If the change is positive, the synapse is said to be excitatory. If the change is negative,

the synapse is inhibitory. An input at an excitatory synapse reduces the negative polar-

ization of the membrane and is therefore called depolarizing. An input that increases

the negative polarization of the membrane even further is called hyperpolarizing.

We study the time course ui(t) of the membrane potential of neuron i. Before the

input spike has arrived, we have ui(t) = urest . If at t = 0 the presynaptic neuron j fires

its spike, for t > 0 the response of neuron i is given by

ui(t)�urest = ei j(t). (3.1)

The right-hand side of Equation 3.1 defines the postsynaptic potential (PSP). If the

voltage difference ui(t)�urest is positive we have an excitatory postsynaptic potential

(EPSP). Figure 3.1 shows the EPSP caused by the arrival of a spike from neuron j at

an excitatory synapse of neuron i.

17
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Figure 3.1: A postsynaptic neuron i receives input from two presynaptic neurons j =

1,2. Each presynaptic spike evokes an excitatory postsynaptic potential (EPSP). At the

right is a schematical representation of the membrane potential. The images are taken

from (Gerstner & Kistler, 2002)

Figure 3.2: An input spike from a second presynaptic neuron j = 2 that arrives shortly

after the spike from neuron j = 1 causes a second postsynaptic potential that adds to

the first one.

Suppose we have two presynaptic neurons j = 1,2 which both send spikes to the

postsynaptic neuron i. Each neuron j fires spikes at t(1)
j , t(2)

j , . . . . Every spike evokes

a postsynaptic potential ei1 for neuron j = 1 or ei2 for neuron j = 2. Then the total

change of the potential will be given by the sum of the individual PSPs,

ui(t) = Â
i

Â
f

ei j(t� t( f )
j )+urest . (3.2)

Figure 3.2 shows an example of this behavior. Thus, the membrane potential responds

linearly to input spikes.

However, if too many input spikes arrive during a short interval this linearity breaks

down. As soon as the membrane potential reaches a critical value J, it exhibits a pulse-
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Figure 3.3: When the membrane potential reaches the threshold J, an action potential

is triggered. After the pulse the voltage returns to a value below the resting potential.

like excursion with an amplitude of about 100mV, namely an action potential. Thus, if

ui(t) reaches J we say that neuron i fires a spike at firing time t( f )
i . After the pulse the

membrane potential does not directly return to the resting potential, but passes through

a phase of hyperpolarization below the resting value. This is represented schematically

in Figure 3.3.

3.1.2 Escape Noise Neuron

We consider that the input to the model neuron is a spike pattern X consisting of M

spike trains Xj, where j = 1, . . . ,M. Each Xj is a list of spike times t(1)
j , t(2)

j , . . . . The

neuron produces a postsynaptic spike train Y which is also a list of spike times. The

variable ui describes the momentary value of the membrane potential of a neuron i. If

the neuron produces the output Y in response to X , the membrane potential at a time t

is given by

ui(t) = urest +
M

Â
j=1

wi j Â
t( f )

j 2Xj

e(t� t( f )
j )� Â

t( f )
i 2Y

k(t� t( f )
i ), (3.3)

where urest = �1 is the resting potential, wi j is the synaptic vector, t j is the vector of

spike times of the spike train Xj, ti is a vector with the firing times of neuron i, e(t) is

the postsynaptic and k(t) the reset kernel. Equation 3.3 implies that a presynaptic spike

elicited at time t( f )
j evokes an excitatory postsynaptic potential of amplitude wi j and

time course e(t�t( f )
j ). The EPSP time course is approximated by a double exponential

e(t) =
1

tm� ts
(exp(

�t
tm

)� exp(
�t
ts

)), (3.4)
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where tm = 10ms is the membrane time constant and ts = 1.4ms is a synaptic time

constant. Since the EPSP amplitude is a measure of the strength of a synapse, we refer

to wi j also as the efficacy or weight of the synapse. The reset kernel, k(t) denotes the

spike-afterpotential generated by an action potential and it is given by

k(t) =
1

tm
exp(

�t
tm

), (3.5)

where 1
tm

is a reset parameter that describes how much the voltage is reset after each

spike.

In a deterministic version of the model, output spikes would be generated when-

ever the membrane potential ui reaches a threshold J as we described before. In the

escape model, we imagine that the neuron can fire even though the formal threshold

J has not been reached or may stay quiescent even though the formal threshold has

been passed. This introduces intrinsic noise to the model, and also a small amount

of synaptic noise generated by stochastic spike arrival from additional excitatory and

inhibitory presynaptic inputs. To do this consistently, we replace the strict threshold

by a stochastic firing criterion. In the noisy threshold model, the emission of postsy-

naptic spikes is controlled by a stochastic firing intensity f(u) which increases with the

membrane potential. At each point t in time the firing probability is f(u(t))Dt where

Dt represents an infinitesimal time window. For this project we use Dt = 0.2ms. The

stochastic intensity is given by

f(u) = kebu, (3.6)

with k = 0.01 and b = 5 and depends on the momentary state of the neuron.

For Dt! 0 the model is identical to the deterministic leaky integrate-and-fire model

with a spiking threshold J = 0 (Gerstner & Kistler, 2002). We also note that the

stochastic intensity depends on the set Y of the previous spikes of the postsynaptic

neuron. Thus, the neuron model has some memory of previous spikes.

The advantage of using this model is that it is possible to describe the probability

density P(Y |X) of an entire spike train by computing the log-likelihood of producing,

upto some time t, the output spike train Yt . A shown in (Pfister et al., 2006) this is

given by

Łw(Yt |X) = Â
s2Yt

logf(u(s))�
Z t

0
f(u(s))ds. (3.7)

Thus, we have a generative model that allows us to describe explicitly the likelihood

of emitting a set of spikes Y for a given input X . This basic quantity can lead to a

spike-timing-dependent learning rule.
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Figure 3.4: The membrane potential produced by a single neuron which receives an

input pattern of ten spike trains. Two action potentials are triggered.

Figure 3.4 shows a simulation of the single neuron model which receives an in-

put pattern of ten spike trains for a time period of 500ms. As we can see from the

membrane potential the neuron produces a postsynaptic spike train with two spikes.

3.1.3 Spike-Timing-Dependent Plasticity

In biological systems it is believed that during the learning process weight potenti-

ation or depression correlates with the temporal distribution of input data to develop a

causal dependency between neurons. This dependency was initially formulated within

Hebbs postulate that predicted the strengthening of a synapse when the presynaptic

neuron causes the postsynaptic neuron to fire (Hebb, 1949), but in recent years was

modified to account for the pairing of pre and post firing times within a plasticity win-

dow, using the STDP rule (Song & Abbott, 2000; Gerstner & Kistler, 2002; Eggert

et al., 2001; Kempter et al., 1999; Panchev & Wermter, 2001; Roberts & Bell, 2002;
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Bi & Poo, 1998). The persistent modification of synaptic efficacy as a function of

the relative timing of pre- and postsynaptic spikes is a phenomenon known as spike-

timing- dependent plasticity (STDP). It has been shown that the modulation of STDP

by a global reward signal leads to reinforcement learning (Florian, 2007).

Spike-timing-dependent plasticity has emerged in recent years as the experimen-

tally most studied form of synaptic plasticity. Numerous modeling studies have related

STDP to various important learning rules and learning mechanisms such as Hebbian

learning, short term prediction (Mehta, 2001; Rao & Sejnowski, 2002), gain adaptation

(Song et al., 2000) and boosting of temporally correlated inputs (Kempter et al., 1999;

Song & Abbott, 2000). The question of how a neuron can learn to fire at a prescribed

time, given some presynaptic spike history, was investigated in the context of sequence

learning e.g. in (Gerstner et al., 1993; Senn et al., 2002).

The precise timing of neuronal action potentials plays an important role in Spike-

Timing-Dependent Plasticity. If a presynaptic spike arrives at the synapse before the

postsynaptic action potential, the synapse is potentiated; if the timing is reversed the

synapse is depressed (Markram et al., 1997; Zhang et al., 1998; Bi & Poo, 1998, 1999,

2001).

The rule is also antisymmetric, because the sign of synaptic changes varies with the

sign of the relative spike timing. By having Hebbian STDP when the network receives

positive reward, the variability of the output is reduced and the network could exploit

the particular configuration that led to positive reward. By having anti-Hebbian STDP

when the network receives negative reward, the variability of the networks behavior

is increased and it could thus explore various strategies until it finds one that leads to

positive reward.

In this project we assume that plasticity can be understood as updating the vector

of synaptic strengths w in the neuron to modulate the log-likelihood Łw(Yt |X) of pro-

ducing the postsynaptic spike train Yt upto time t in response to an input spike pattern

X . From Equation 3.7 we obtain the learning updates by

ei j(t) =
d
dt

∂
∂wi j

Łw(Yt |X) = bPSPj(t)( Â
t( f )
i 2Y

d(t� t( f )
i )�f(u(t))), (3.8)

where PSPj(t) = Ât( f )
j 2Xj

e(t� t( f )
j ) is the contribution of the postsynaptic potential of

synapse j and d(t) is Dirac’s delta function. The quantity ei j is called the eligibility of

the j� th synapse of neuron i. Hence, the eligibility depends on pre- and postsynaptic

spike timing and on the value of the membrane potential at time t (Pfister et al., 2006).
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3.1.3.1 Eligibility trace

Learning based on the eligibility ei j is not plausible because it requires that in-

formation about reward is provided instantaneously at each point in time. However,

in a realistic setting, feedback becomes available once the entire stimulus has been

processed. To deal with this mathematically the most convenient way would be to in-

tegrate ei j over the stimulus duration and to use this for updating the synapses after the

stimulus has been presented. Integrating the temporal derivative of Equation 3.8 over

the stimulus duration, however, would require the synapses to know when a stimulus

starts and ends in order to initiate and terminate the integration. To avoid this, we

replace the hard time window of the integral by a soft time window and obtain the eli-

gibility trace Ei j of the j� th synapse of neuron i as a running mean. This is achieved

by using a low pass filter

tMEi j = ei j(t)�Ei j, (3.9)

where tM is a time constant which controls the memory length of the synapse. The

time constant should be roughly matched to the duration of the stimuli and we assume

tM = 500ms for all the simulations presented in this thesis.

Hence, the eligibility trace is stored at each synapse and keeps a decaying memory

of the relationships between the recent pairs of pre- and postsynaptic spike pairs. This

is assumed to be a modulated STDP rule with eligibility trace (Pfister et al., 2006;

Florian, 2007). This latter rule permits learning even if the reward signal is delayed.

3.2 Coding strategy

Behavioral decisions are hardly controlled by the postsynaptic output of a single

neuron. For this reason we consider a network of neurons which have to learn a deci-

sion task given a stimulus. We assume a population of N neurons, each encoding more

or less the same information about the stimulus. The network receive inputs from

presynaptic spike trains. Each neuron i has a synaptic vector wi (i = 1, . . . ,N) with

wi j the synaptic strength of the j� th synapse of neuron i. We assume that its presy-

naptic input is a spike pattern Xi consisting of M spike trains Xi j, where j = 1, . . . ,M.

The neurons in the population need not have exactly the same input, but Xi are highly

correlated. This allows for variations in the connectivity to the input layer. Differ-

ent neurons produce different postsynaptic spike trains Yi and aggregating these into a

population response must be based on how neurons encode information.
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The encoding strategy that will be used to give the population response is based on

the assumption that there is a scoring function c(Yi) for every spike train. There are

many possible choices for the scoring function such as counting the number of spikes

or the time elapsed between the start of stimulus and the first spike. Here the function

takes the value c(Yi) = 1 if the neuron produces one or more postsynaptic spikes and

c(Yi) =�1 if the neuron does not produce any postsynaptic spikes.

The population response determining behavioral decisions is defined by the major-

ity of the neurons response. For example, the population decision equals to 1 if the

number of neurons producing a scoring function c(Yi) = 1 is greater than the number

of neurons with c(Yi) =�1. Otherwise, the decision equals to -1. Figure 3.5 shows the

population of spiking neurons and the corresponding population read-out. Each neu-

ron is connected to only a part of the input layer. For example, the third neuron in the

picture just responds to the spike pattern X3 underlayed in green. The population read-

out, assuming a spike/no-spike code, just takes into account whether or not a neuron

has fired in response to the input pattern. Hence, for the third neuron which produces

no spikes, the value of the scoring function is c(Y3) = �1. On the other hand, since

the first two neurons did fire they have a scoring function of c(Y1) = c(Y2) = 1. The

decision produced by the population read-out is the sign of the neuronal scores, which

is 1 in our situation. Learning modifies the synaptic strengths, driving the individual

neurons to achieve a correct population response.

3.3 Episodic Learning in a population

The training method is based on a variation of the standard reinforcement learning

approach. In reinforcement learning, stochastic neuronal processing enables a popula-

tion to explore different responses to a given stimulus. A global reward feedback R is

used to indicate whether the population response is correct (R = 1) or not (R = �1).

We assume that feedback becomes available only after a stimulus presentation has

ended. The network has to learn a fixed number of prescribed stimulus-response as-

sociations. At each learning episode a different stimulus-response pair is presented.

The network is trained for a number of learning episodes and the goal is to obtain the

correct population response for each of the associations.

In the standard reinforcement learning approach plasticity is driven by the global

feedback signal and by the eligibility trace which is computed locally at each synapse.

Thus, for a stimulus presentation ending at time T , the strength, wi j of each synapse j
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Figure 3.5: Network of spiking neurons and the corresponding population read-out (Ur-

banczik & Senn, 2009).

of a neuron i, is changed by the equation

Dwi j = n(R�1)Ei j(T ). (3.10)

Here, R indicates the global reinforcement signal and n is a constant called the learn-

ing rate. The eligibility trace Ei j(T ) is evaluated at the time T when the stimulus ends

and the change occurs and is obtained using Equation 3.9. The term R� 1 balances

reinforcement and punishment so that no change occurs when the population decision

is correct (R = 1). But for R =�1, the change encourages new responses by decreas-

ing the probability that the neurons reproduce the same postsynaptic spike trains on a

further trial with the same stimulus.

However, it has been proved that a global reinforcement signal cannot reliably as-

sign credit at the level of a single neuron (Rumelhart et al., 1986). When we use

learning based just on global reward the performance deteriorates with increasing pop-

ulation size (Urbanczik & Senn, 2009; Florian, 2007). This is happening because a

neuron with a correct response may be punished just because other neurons responded

incorrectly and the problem increases with the size of population.

An alternative approach would be to train the neurons individually and only use
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the population read-out to boost performance. If we use an individual reward signal

ri indicating whether neuron i did the right thing (r = 1) or not (r =�1), the synaptic

updates are given by

Dwi j = n(ri�1)Ei j(T ). (3.11)

However, providing an individual reward to each neuron in a population would need

a biophysically implausible number of feedback signals. Urbanczik and Senn (Ur-

banczik & Senn, 2009) proved that just two feedback signals are needed, the global

reward (R) and the population activity (P). Then, if each neuron keeps a memory of its

past spiking behavior, the individual reward signal for a neuron i has the form:

ri = sign(RPc(Yi)). (3.12)

The population activity P is given by the sum of the neuronal scores. For example, if

most neurons in the population spiked erroneously, that would mean that the population

activity is greater than 0 and the global reinforcement signal is equal to -1 (P > 0,

R = �1), then a neuron i that stayed silent (c(Yi) = �1) did the right thing. So its

individual reward is ri = 1.

Compared to global reward, individual reward learning works far better. Population

performance improves with increasing population size. Nevertheless, the performance

saturates because the neurons will tend to make the same mistakes, as they are all

trying to learn the same thing. For this reason, learning attenuation is preferred once

the population response is reliable and correct. Therefore an attenuation factor a is

introduced and the learning rule is now given by

Dwi j = na(ri�1)Ei j(T ), (3.13)

with a = exp(�P2/N) if R = 1. Otherwise, for a wrong population decision a =�1. If

the population read-out is wrong, this is the same update as in Equation 3.11. Whereas,

if the population output is considered to be reliable and correct, due to the attenuation

factor a, only a small step is made. So a neuron does not adapt when it responds

correctly, but even if it is wrong only small synaptic changes occur if the majority

of the other neurons do the right thing. This rule leads to perfect performance with

increasing population size and will be used for evaluating the models’ performance in

the orientation discrimination task in Chapter 3.

Figure 3.6 represents the performance (percentage of correct responses) of the net-

work after a fixed number of learning episodes for learning based just on global reward

(3.6a), learning with individual reward (3.6b) and attenuated learning with individual
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Figure 3.6: Scaling properties of reinforcement learning. a: Learning based just on

global reward. b: Learning with individual reward for each neuron. c: Attenuated learn-

ing with individual reward. The red curves show the performance of the population

read-out and the blue ones the average performance of the single neurons. (Urbanczik

& Senn, 2009)

reward (3.6c), as function of the population size N. The red curves show the perfor-

mance of the population read-out and the blue ones the average performance of the

single neurons. While for any given population size the population outperforms the av-

erage single neuron, both performance measures nevertheless deteriorate quickly with

increasing N in Figure 3.6a. On the other hand, as shown in Figure 3.6b, for individual

reward average single neuron performance no longer deteriorates with increasing pop-

ulation size and it remains constant and independent of N. But population performance

improves with increasing N and reaches a quite high level. Perfect performance is ap-

proached when we have attenuated learning with individual reward without saturating

earlier (Figure 3.6c). The error bars represent the standard deviation of the perfor-

mance fluctuations from task to task. A different set of stimuli-response pairs and

different initial synaptic strength were used for each task. These fluctuations decrease

with population size showing that it becomes less likely that learning unexpectedly

fails for a specific set of patterns.

3.4 Simulations

The first goal of this project was to re-implement the model of Urbanczik and

Senn. All the simulations were made using the Matlab software and only standard

library functions were used in the implementation.
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3.4.1 Implementation Details

3.4.1.1 Input patterns

To test the performance of the network 30 input patterns were made up of 50 inde-

pendent Poisson spike trains. A Poisson process is a random process in which events

occur independently with low probability over continuous time. One of the most im-

portant properties of the Poisson process is that the distribution of events within an

interval follows a Poisson distribution. In a homogeneous Poisson process the prob-

ability for a spike is identical at every time. Spike sequences can be simulated by

using some estimate of the firing rate, rest(t), predicted from knowledge of the stimu-

lus. A simple procedure for generating spikes, is based on the fact that the estimated

probability of firing a spike during a short interval of duration Dt is restDt.

In brief the following procedure was used to generate the Poisson spike trains:

Poisson Spike Generator Since we have a constant firing rate, spike times ti for

i = 1, . . . ,n were computed iteratively by generating interspike intervals from an expo-

nential probability density. The probability density of time intervals between adjacent

spikes is called the interspike interval distribution. Suppose that a spike occurs at a

time ti for some value of i. The probability of a homogeneous Poisson process gener-

ating the next spike somewhere in the interval ti + t  ti+1 < ti + t + Dt, for small Dt,

is the probability that no spike is fired for a time t, times the probability, rDt, of gener-

ating a spike within the following small interval Dt. So the probability of an interspike

interval falling between t and t+Dt is

P[t ti+1� ti < t+Dt] = rDtexp(�rt). (3.14)

If xrand is a random value which is uniformly distributed over the range between zero

and one, the negative of tis logarithm is exponentially distributed. Thus, we can gen-

erate spike times iteratively from the formula ti+1 = ti� ln(xrand)/r (Dayan & Abbot,

2001).

Figure 3.7 shows the raster plot of a pattern that was used as an input to the network.

Fifty independent spike trains were generated using the Poisson spike generator, with

a mean firing rate of 6 Hz.
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Figure 3.7: Input pattern of 50 Poisson spike trains with mean firing rate 6 Hz for a

stimulus duration of 500ms.
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3.4.1.2 Connectivity

The connectivity from the input layer to the neurons is random. Each neuron is

receiving a connection from an input node with a probability of 0.8. This is imple-

mented by giving a random number to each spike train generated in the interval [0,1].

If the number assigned to a spike train is greater than 0.2 then the neuron receives a

connection from the spike train. This is repeated for every neuron. Thus, the input Xi

effectively seen by a neuron i consists of roughly 40 parallel spike trains. This means

that different neurons neurons have different inputs but these are highly correlated.

3.4.1.3 Learning

All types of learning discussed earlier (Equations 3.10, 3.11, 3.13) were tested in

order to replicate the results published by Urbanczik and Senn and thus confirm the

correctness of the implementation.

In all cases 30 patterns had to be learned. Each pattern consisted of 50 independent

Poisson spike trains as described in section 3.4.1.1. Patterns were equally splitted with

target responses to be between the two output classes ±1. The network was trained for

2000 episodes. In each learning episode a randomly selected pattern was presented.

In all the simulations initial values for the synaptic strengths were picked from a

Gaussian distribution with mean and standard deviation equal to 1.7, independently

for each afferent and each neuron. The learning rate for learning based just on global

reinforcement feedback (Eq. 3.10), was n = 1250/N. As the population size is in-

creased, the learning rate decreases. This assumption was essential to compensate

for the increasingly loose relationship between single neuron performance and reward.

For learning with individual reward for each neuron (Eq. 3.11) the learning rate chosen

was n = 625, and for attenuated learning (Eq. 3.13) a learning rate of n = 2500 was

used.

3.4.2 Results

The performance of the model was evaluated for these input patterns. After train-

ing I counted the percentage of correct responses for different population sizes. For

learning with global reward performance deteriorates with increasing population size.

Figure 3.8 shows the performance for global reward learning which is similar to the

performance that Urbanczik and Senn showed in their results in Figure 3.6a. Likewise,

for learning with individual reward (3.9 and attenuated learning (3.10), the behavior of
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Figure 3.8: Performance of the population read-out for learning based just on global

reward. Consistent with Figure 3.6a, population performance deteriorates quickly with

increasing population size.

the network has the same performance as Urbanczik proposed, Figures 3.6b and 3.6c

respectively.
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Figure 3.9: Performance of the population read-out for learning with individual reward

for each neuron. Population performance improves with increasing populations size but

saturates.

Figure 3.10: Performance of the population read-out for attenuated learning with indi-

vidual reward. Perfect performance is now approached with increasing population size

without saturating earlier.



Chapter 4

Model Evaluation

4.1 Visual Perceptual Learning

As I’ve mentioned before in Chapter 2, a fundamental question in cortical neu-

rophysiology is how neurons in sensory areas of the cortex modify their tuning to

improve the animal’s performance. Here, we focus on how neurons in the primary

visual cortex become selectively tuned to variations in the input which are relevant to

behavior. In particular, the change in properties of sensory neurons in our model of

network, corresponds to modifying the tuning of hidden units, which are intermediate

between the input layer and the output layers.

After the implementation stage, the next important step was to evaluate the per-

formance of the model in terms of perceptual learning. The aim was to observe the

sensitivity in feature variations of neurons in the primary visual cortex. Specifically, it

was to evaluate the ability of the network to learn an orientation discrimination task.

To achieve this the network should be modified in order to simulate the orientation

tuning of V1 cells before and after learning.

Providing a mechanism to explain neurophysiological observations would lend

even greater credibility to the model. Here we will focus on the results of Schoups

et al. (Schoups et al., 2001), who investigated the orientation tuning of neurons in

the primary visual cortex for learning orientation identification. Two monkeys were

trained to identify the orientation of a small grating while ignoring another grating

(Figure 4.1). The performance of monkeys improved markedly with training, reaching

a threshold of 0.6� 1.2o, while before training the animals were able to discriminate

reliably only between orientations that differed by more than 15 degrees.

After training, recordings were made from cells in V1 in order to reveal changes in

33
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Figure 4.1: A schematic representation of the stimulus position and reference orien-

tation. The monkeys had to decide whether the orientation of the lower grating was

oriented leftward or rightward from the reference orientation.

the tuning characteristics of trained neurons that could be responsible for the observed

improvement in sensory discrimination. Although Schoups did not observe any shift

in preferred orientations of the neurons in favor of the trained orientation, she did find

a change in the slopes of the tuning curves. Figure 4.2 shows the orientation tuning

curves of five sample neurons. Each neuron has a preferred orientation which is indi-

cated above each tuning curve. Shcoups measured the slopes of the tuning curves at the

trained orientation (indicated by the thickening of the curves). Cell 1 has a preferred

orientation which is exactly at the trained orientation, while cells 4 and 5 have much

different preferred orientations from the trained orientation. Changes in grating orien-

tation around the trained orientation did not strongly influence the neurons’ firing rate.

Thus, these neurons provide little information useful for solving the task. On the other

hand, the slope at the trained orientation is largest for neurons with preferred orienta-

tions which differ from the trained orientation by about 15 degrees, for example cells

2 and 3. These neurons convey most of the information for detecting the differences in

orientation.

The average slope of the tuning curves at the trained orientation as observed by

Schoups et al. is shown in Figure 4.3. Trained neurons with preferred orientations

lying between 12 and 20o of the trained orientation have an increase in the slope of

their tuning curves (solid curve) while, the slope of nontrained neurons is shallower

(dashed curve).

However, another physiological study on orientation discrimination did not observe

these changes in the tuning of V1 neurons (Ghose, 2004). Ghose et al. reported that

the only change they could find in monkey V1 after orientation learning was a small
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Figure 4.2: Orientation tuning curves of five sample neurons in area V1.

Figure 4.3: The slope of tuning curves at the trained orientation as a function of angle

(preferred to trained orientation). Neurons tuned to the trained orientation are shown in

the center.
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firing rate reduction around the trained orientation and that they failed to find the slope

change in orientation tuning curves reported by Schoups et al.. The difference be-

tween the two physiological studies may be explained by the difference in the learning

paradigms employed. The aim of this project was to investigate if Urbanczik’s model

can account for the changes in neuronal tuning that reported by Schoups.

4.2 Model modification

The network architecture had to be slightly modified in order to simulate the neu-

rons in the primary visual cortex. Stimuli is now not presented to the system directly.

The model considers 50 oriented V1 cells with their preferred orientations evenly dis-

tributed in the entire 180o range. Thus, the input layer units corresponds to layer 4 of

the primary visual cortex (V1). Activity of those neurons result from the presentation

of an oriented stimulus in neurons’ receptive fields. As in visual cortex, activity is

propagated forward through the network.

The input units have gaussian tuning curves of the form

f (s) = rmaxexp(�1
2
(
s� spre f

s
)2), (4.1)

where s is the orientation angle of the stimulus, spre f is the preferred orientation angle

of the neuron evoking the maximum average response rate rmax and s determines the

width of the tuning curve. The preferred orientations of the input units differed by 7.5

degrees. Hence, every neuron with preferred orientation spre f will have a firing rate

f in response to a stimulus with orientation angle s, given by Eq.4.1. The output of

each neuron is a spike train generated using a gaussian spike generator. The difference

now is that the spike trains produced using different firing rates, thus the activity of

each neuron depend on the stimulus and the preferred orientation. Figure 4.4 shows

the tuning curves of 6 sample neurons in the input layer plotted as function of the

orientation angle of the stimulus The curves were fitted using Eq.4.1 with parameters

rmax = 30 and s = 12o. We can see that the tuning curves of the model cells are

all identical in shape but shifted with respect to each other in peak location. After

the presentation of a stimulus with orientation angle s = 90o, we can see the average

response of the input layer shown in Figure 4.5.

For the simulations, I trained a network with 40 hidden units. In previous simu-

lations the connectivity between the input layer and the neurons receiving the spike

trains was random as described in Section 3.4.1.2. To achieve an orientation tuning in
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Figure 4.4: Tuning curves of 6 sample neurons in the input layer (V1 layer 4).

Figure 4.5: Population activity of the input layer for a stimuli oriented at s = 90o.
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Figure 4.6: The neural network consisted of 50 input units with gaussian orientation

tuning, 40 hidden units and the connectivity between them.

the cells in the hidden layer, a different strategy of connectivity was used. In particular,

a Gaussian distribution was used to assign probability to each neuron of the input layer.

For each hidden unit different values were given to the input units using the Gaussian

distribution with a mean value corresponding to the hidden unit. That way, the first

neuron in the hidden layer was connected with the first neurons in the input layer and

so on. An example of the connectivity behavior of the network is shown in Figure 4.6.

The tuning curves in the hidden layer are also determined by the random initialization

of synaptic weights from the input layer. Figure 4.7 shows the properties of the hidden

neurons after these assumptions. The tuning curves are calculated computing the fir-

ing rate of the hidden units as function of the stimulus and they are normalized to their

respective maxima. A Gaussian bell curve was used to fit the tuning curves. From the

figure, one can see that the neurons have obtained preferred orientations. The width of

the tuning curves and the activity of each neuron are different and depend on the initial

weights.

4.3 Training

The model was first trained to identify large orientation differences. Having differ-

ent reference orientations, the network was trained to discriminate between 10 different
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Figure 4.7: Tuning curves of the hidden units before learning.

orientations (30, 45, 60, 75, 90 105, 120, 135, 150, 165 degrees). The population read-

out was defined by +1 if the stimulus was oriented clockwise and -1 if the stimulus

was oriented counterclockwise. This training phase corresponds to the performance

of the monkeys before the orientation discrimination task. Each stimulus set needed

on average 250 training episodes to be learned. Figure 4.8 shows the tuning curves of

neurons near the trained orientation.

Then the model was tested for a hard discrimination problem. The network was

trained to categorize two orientations that differed by 2 degrees. This training phase

took on average 700 trials which is much less than the time the monkeys needed for

learning. The performance of the training in the hard discrimination task is shown in

Figure 4.9.

4.4 Results

The first consequence of orientation discrimination was a reduction of neuronal

activities around the trained orientation. These changes were first reported by Ghose

(Ghose, 2004) and Schoups (Schoups et al., 2001). This effect was also observed by

our model after training. Figure 4.10 shows the tuning curves of the same subset of

neurons as in Figure 4.8. The cells near the trained orientation (0 degrees) have a

reduced response which is consistent with the physiological observations.
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Figure 4.8: Tuning curves of the hidden units after learning to discriminate large orien-

tation distances.

Figure 4.9: Percentage of correct responses during training to discriminate an orienta-

tion difference of 2 degrees. The training stopped after a performance of 75% which

needed on average 700 trials.
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Figure 4.10: Tuning curves of hidden units around trained orientation after learning to

discriminate two orientations that differed by 2 degrees.

In addition to the reduced activity, training induced changes to the shape of orien-

tation tuning curves near the learned orientation. Specifically, cells whose preferred

orientations were near the trained orientation had narrower tuning curves and a small

shift of peak. Figure 4.11 shows the tuning curves before learning (red curve) and af-

ter learning (blue curve) of a cell with preferred orientation ⇡�15o. Learning causes

sharpening of the tuning curve on the side facing the learned orientation. This leads to

a steepening of the slope of the curve at the trained orientation. A very small shift of

peak toward the learned orientation is also observed. The models predicts that tuning

curve sharpening occurs for cells with preferred orientations 15o to 25o away from the

trained orientation, while Schoups et al. found that the sharpening occurred between

12o and 20o.

On the other hand, cells with preferred orientations a little bit further from the

trained orientation showed a broadening of their tuning curves after learning. The

broadening was on the side facing the learned orientation as shown in Figure 4.12 and

a peak shifting was also observed. Cells whose preferred orientations were very far

from the trained the trained orientation had very little to no changes to their tuning

curves.

These features are very similar to the main features of the physiological experi-
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Figure 4.11: Pre- and postlearning tuning curves of a cell whose preferred orientation

is near the trained orientation (which is at 0o). The neuron exhibit a great change in the

slope of the tuning curve after learning. The tuning curves are fitted using a Gaussian

distribution, the dots show the original rate.

Figure 4.12: Pre- and postlearning tuning curves of a cell whose preferred orientation

(55o) is far from the trained orientation (at 0o).
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ments predicted by Schoups (Schoups et al., 2001). However, Schoups focused her

experiments only on the sharpening of orientation tuning curves since the broadening

at far distances failed to reach statistical significance.

4.5 Physiological comparisons

To compare Urbanczik’s model with the psychophysical analysis of Schoups I mea-

sured the slope of the tuning curves of all cells in the hidden layer at the trained orien-

tation. The results for pre-learning and after learning are shown in Figure 4.13. Cells

who had the highest slope at the learned orientation before learning are the ones with

the greatest increase in slope after learning. This means that hidden units who had the

steepest slope at the trained orientation show the greatest change after learning small

orientational changes around this orientation and thus they give the most information

needed to discriminate between small differences in orientation.

Figure 4.13 is very similar to Figure 4.3 of Schoups et al. However, the model

presented here show a greater difference in the slope of tuning curves for cells whose

preferred orientations were counterclockwise from the trained orientation. This may

happening because of the scoring function that was used for determining the population

read-out. The scoring function takes the value +1 if a neuron fires and -1 otherwise.

Though, it is more possible for a neuron to produce at least one spike than no spikes.

This means that to have a population read-out of -1 which corresponds to the coun-

terclockwise orientation, the majority of neurons should not fire. Thus, the neurons

should have a reduced activity than before and this causes a greatest steepening of the

tuning curves.

4.6 Psychophysical comparisons

The experiments above show that a network of spiking neurons can reproduce the

main features of the physiological data using reinforcement learning. In this section, I

investigate the relation between these physiological changes and the behavioral conse-

quences of learning which were observed psychophysically.

The main behavioral consequence of visual perceptual learning is the ability to

discriminate between small orientational distances after training. This improvement in

performance at the trained orientation can be explained by the tuning curve changes
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Figure 4.13: The slope of tuning curves at the trained orientation before and after learn-

ing. Cell 25 is the cell whose preferred orientation is at the learned orientation.

observed by the physiological experiments. As described earlier these changes were

also predicted by our model.

The search for neurophysiological correlates of perceptual learning, especially when

considering a visual task, is made even more difficult by the uncertainty of where the

changes could occur. A good measure to describe the locus of neural plasticity is to

examine how training at one orientation may affect performance at other orientations.

If visual perceptual learning is very specific to the trained orientation, this indicates

that plasticity is localized in early visual areas of the cortex. On the other hand, if

training affects the performance at other orientations then this is likely to be attributed

to changes in higher cortical areas.

Psychophysical observations found that training at one orientation should not affect

performance at the orthogonal orientation (Schoups et al., 1995; Poggio et al., 1992;

Shiu & Pashler, 1992). Thus, they concluded that cortical changes in the visual cortex

should occur in V1. To examine if performance improvements transfer to different

orientations, the model was first trained to discriminate angles around 0o as before. The

performance was then tested by placing the 2o orientation difference at the full 180o

range of orientations. For comparison, I also show the corresponding curve before

learning. The results are shown in Figure 4.14. The 2o orientation difference was

placed at 35 evenly spaced orientations in the entire 180o range. The curves are an

average after 1000 trials. The figure indicates that there is no transfer to orthogonal
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Figure 4.14: Transfer of learning at one orientation (0o) to other orientations. The trans-

fer was tested twice, once with postlearning neuronal responses (red curve) and one

with prelearning neuronal responses (blue curve).

orientations, consistent with psychophysical observations.

The model predicts that there should be a positive transfer to orientations near the

trained orientation. From the figure though we can see that there is an amount of nega-

tive transfer. Schoups et al. found that there might be a negative transfer at orthogonal

orientations. This indicates that negative transfer is psychophysically plausible.
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Discussion

In this chapter I discuss the results and potential extensions of the model. I also

give suggestions for further research and present some related studies.

5.1 Biological Plausibility

We have implemented and tested a fully biological plausible model which uses re-

inforcement learning in populations of spiking neurons. In this model synaptic plastic-

ity is modulated by a global reinforcement signal and a feedback about the population

response. A memory trace has been used which encodes the neuron’s past firing behav-

ior. However, we have assumed that plasticity is modified after the end of the stimulus.

Urbanczik and Senn showed that synapses can change in continuous time if the deliv-

ery of feedback is modeled by changes in ambient neurotransmitter concentrations.

In particular, a concentration R̆ can be used as a reward to modulate plasticity, for

example dopamine. In the absence of any reinforcement information R̆ is maintained

at a homeostatic level. When reinforcement information is available, this leads to a

change in the release rate and thus to a deviation of the concentration from its home-

ostatic level. Similarly, the feedback about the population activity is provided via the

concentration level P̆ of a second neurotransmitter. Finally, the scoring function which

accounts for the memory mechanism for the past spiking behavior can be determined

by a calcium like variable si which decays exponentially when the neuron does not fire

and is updated to si(t) = 1 if there is postsynaptic spike at time t. The advantage of

this model is that learning can occur even if there is a delay in the onset of the reward

signal.

Based on these concentrations, an approximation r̆i to the individual reward signal

46
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Figure 5.1: Learning curves for on-line attenuated learning (equation 5.1). Performance

on the same task as in Figure 3.6 is shown in red. For comparison, the results obtained

with equation 3.13 are shown in black. The performance of the on-line rule was tested

when the 30 patterns no longer all had the same 500-ms duration but were of different

lengths (randomly chosen between 300 and 700 ms) and is shown in yellow. The re-

sults when, in contrast with our standard assumption, the reward information itself only

became available 100 ms after each trial ended are shown in blue. Inset, distribution

of postsynaptic spike times after learning on the basis of the responses of all neurons

to all of the patterns. The x axis denotes time elapsed from start of trial and dark red

highlights the contributions from the patterns where the goal is to spike. Results in the

panel are for N=67. (Urbanczik & Senn, 2009)

ri can be computed at the synaptic level by

r̆i = sign(R̆P̆(si�q)),

where q is a threshold value. The plasticity rule is then given by

ẇn
j = n̆(t)ă(t)(r̆i(t)�1)Ei

j(t), (5.1)

with n̆(t)p = n|R̆(t)| and ă = |P̆| if the response is correct (R̆ > 0) and ă = 1 if R̆ < 0.

Figure 5.1 shows that using this biologically model for the feedbacks, learning is very

similar to episodic learning.

5.2 Reward Signals

As mentioned, the improvement in performance seen in perceptual learning is pro-

portional to the number of trials taken, although performance eventually asymptotes to
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a point beyond which additional trials make no further difference. During a discrimi-

nation task improvement is seen even in the absence of a reward or any indication that

the correct response was made.

The role of feedback is an issue of much debate and uncertainty in perceptual learn-

ing research. Although it is known that feedback, such as the performance feedback

can aid in perceptual learning (Herzog & Fahle, 1997), there are many examples in

which it is no required (Ball & Sekuler, 1982; Fahle et al., 1995). Additionally, learn-

ing without feedback can occur even for stimuli that are irrelevant to the subjects task

(Seitz & Watanabe, 2003). These studies raise the question concerning under what

conditions feedback may be required to produce perceptual learning.

For instance, Herzog and Fahle (Herzog & Fahle, 1997) found that learning oc-

curred more consistently with feedback, even with partial or blocked feedback, than

without feedback, but the results are difficult to interpret given that many subjects in

the no feedback condition showed strong learning and that, on average, no- feedback

subjects started off with better performance than those in the feedback conditions. In a

recent study, Seitz found no learning in the absence of external reinforcement in tasks

where easy exemplars were presented consistently throughout training (Seitz et al.,

2006). In both studies, subjects receiving no external reinforcement failed to show

any learning, whereas subjects who were given trial-by-trial feedback during training

showed signicant learning, which was consistent across all signal levels.

However, it has been shown that animals can learn to associate behavioral re-

sponses with the particular stimulus by trying out various responses and by monitoring

the succeeding rewards (Pearce & Hall, 1980). Moreover, animals can learn a correct

response even if reward is delivered after a delay. In this case, animals are also capable

of learning when to expect the reward (Sutton & Barto, 1998; Schultz & Dickinson,

2000).

Neuronal activity related to reward delivery and reward timing has been observed

in the primary visual cortex by a recent study by Shuller and Bear (2006)1. In this

study, they show that reward coding can occur at early sensory areas related with vi-

sion. Specifically, they found that when adult rats go through an association between

visual stimuli and subsequent rewards, a substantial fraction of neurons in the primary

visual cortex begin to express activity that predict the timing of the reward. This result

indicates that brain circuits for reward processing are more extensive than expected

and that area V1 has more functionality than thought (van Ooyen & Roelfsema, 2006).
1See also (van Ooyen & Roelfsema, 2006) for a review
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Shuler and Bear however do not explain how neurons in V1 are informed about the

timing of the rewards. Ooyen and Roelfsema (2006) in their review propose that this

information could be derived through feedback connections from higher cortical areas

or that reward reaches V1 through neuromodulators such as acetylcholine, dopamine

and noradrenaline. These reward signals could influence synaptic plasticity to improve

visual perception.

The project presented here shows that synaptic plasticity can increase the sensi-

tivity of V1 neurons to the diagnostic features of the stimuli not only by pre- and

postsynaptic activity but also by reward signals. Dopamine is considered as the the

global reward signal which follows stimulus. However, dopamine innervation to the

primary visual cortex is relatively sparse and other may modulators may also be in-

volved (Pennartz, 1996). These could be for the additional reward signal and the mem-

ory mechanism. Thus, we have presented a model which is fully biological plausible

and can reproduce the main features of the physiological experiments. Until now there

are no studies that reveals the advantages of reward coding in primary visual cortex.

Using appropriate reward schedules the model could also be tested to prove if neurons

can predict the timing of the reward.

5.3 Representation and read-out reweighting

For this project learning has been modeled as a modification of the weight vec-

tor which represents the weights on the connections between the input layer and the

hidden units. The results show that during perceptual learning the representations do

not remain constant but there are small changes in the receptive fields of V1 cells af-

ter training which can explain behavioral responses. As shown in section 4.4 these

changes mainly involve a sharpening of the tuning curves of the hidden units.

However, there is a current debate among neuronscientists concerning where learn-

ing mechanisms which involve in perceptual learning are located. An alternative mech-

anism, referred as ’modifying the read-out’, suggest that the changes occur on the con-

nections between the oriented units and the population read-out. Based on this strategy,

improvements following training are observed because the network learns to pick out

the responses of neurons in V1 which carry the most information, by assigning them

greater weights. Petrov et al. (Petrov et al., 2006) have presented such a model of per-

ceptual learning which provides solid evidence in favor of the read-out reweighting.

The output of this debate is of high importance because the two competing theories
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imply different cortical locations of perceptual learning. The representation hypothe-

sis implies that changes occur in the primary visual cortex (V1). On the other hand,

the read-out task reweighting hypothesis implies that changes occur higher up in the

visual hierarchy, where the decision structures lie. Thus, it would be interesting to ex-

tend the model used here to use only modification in the read-out. This could be done

by using two units in the output layer, one representing the left and the other the right

direction. The units take the input from the V1 cells and fire a spike train as an out-

put. The firing statistics could then be used to make a decision. The learning updates

could be computed by using the same rule as defined in Equation 3.13. Comparing im-

provements between the two conditions could contribute to the long-standing debate

of modification vs read-out.

5.4 Attention

Attention is a process by which certain information of the stimulus is selected for

further processing and other information is discarded. The assumption is that the brain

does not have the capacity to fully process all the information it receives. Attention

can act like a filter and is an important factor in sensory processing.

Although attention is not necessary for visual perceptual learning (Watanabe et al.,

2001; Seitz & Watanabe, 2003), the presence of reward plays a vital role. Directing at-

tention to a particular location in the visual field improves detection and discrimination,

and shortens reaction times in that location relative to others (Pashler, 1998). Attention

also affects the responses of sensory neurons. Neurons typically respond more strongly

when the stimulus that drives them is the focus of attention (Braun et al., 2001). At-

tention to a visual stimulus typically increases the responses of cortical neurons to that

stimulus.

Since the model presented above operates in the absence of attention, it would be of

great interest to see how the model deals additional physiological attention. In partic-

ular, we would like to see how attention modifies perceptual learning efficiency and if

there is a speed up. In addition, it would be interesting to see what kind of neurotrans-

mitter concentration could stand for the attention reward. Acetylcholine is released in

the primary visual cortex during visual stimulation and may have a neuromodulatory

role in visual processing. Dotigny et al. (Dotigny et al., 2008) have showed a strong in-

volvement of the basal forebrain cholinergic system in the modulation of post-synaptic

visual processing, which could be related to cognitive enhancement or attention during
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visual learning.

5.5 Related Studies

The model that was presented in this thesis is based on a reward-modulated STDP

rule which causes strengthening of the synapses when reward correlates with both

presynaptic and postsynaptic activity. This learning mechanism is supported by sev-

eral studies on reinforcement learning but in non-spiking artificial neural networks.

These studies have mainly focused on networks composed of binary stochastic ele-

ments (Barto, 1985; Barto & Jordan, 1987; Barto & Anandan, 1985; Pouget et al.,

1995; Williams, 1992; Bartlett & Baxter, 1999; Barlett & Baxter, 2000) or threshold

gates (Alstrom & Stassinopoulos, 1995; Stassinopoulos & Bak, 1996). The results ob-

tained by these studies are promising but not biologically-plausible. They also work in

discrete time and the neurons don’t keep a memory of their past firing behavior.

Reinforcement learning has been used in spiking neural networks (Seung, 2003;

Takita & Hagiwara, 2005; Takita et al., 2001) but the synaptic update rules are not

related to STDP. Xie and Seung (Xie & Seung, 2004) presented a learning rule which

resembles the reward-modulated STDP in networks which were composed of neurons

firing Poisson spike trains. In their study they used reinforcement learning by correlat-

ing fluctuations in irregular spiking with a reward signal, but the results depend mainly

on the Poisson characteristics of the neurons. They also ignore an important issue in

spiking networks which is that the membrane potential keeps a memory of the neuron’s

behavior.

A very similar model to this study is that of Florian (Florian, 2007). This model

demonstrates experiments using networks of integrate-and-fire neurons which learn

based on a modulated STDP rule. The main principles of this study are the same,

learning is based on a global reward signal and an eligibility trace. Though, using

only a global reward signal performance deteriorates with increasing population size,

as described in section 3.3.

However, none of these studies have been tested for visual perceptual learning and

provided comparisons with psychophysical results. An interesting model of percep-

tual learning which uses reinforcement learning is AGREL (Attention-Gated Rein-

forcement Learning) of Roelfsema and van Ooyen (Roelfsema & van Ooyen, 2005).

AGREL can replicate both physiological and psychophysical results but it does not ex-

hibit the model presented here since it is not physiologically accurate. Thus, our model
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is more biologically plausible.

5.6 Conclusion

Various experimental observations and computational models have revealed changes

in functional properties at the neuronal level that are associated with perceptual learn-

ing. The changes are associated with changes in the tuning curves of neurons such

as steepening of the slope. Many neural network models have been used to reproduce

these features observed in perceptual learning. But, so far, these models are too specific

to provide a full account of the phenomenology of perceptual learning. Establishing

a unified computational model of visual perceptual learning would provide insight on

the mechanisms of general neural learning.

Here I have shown that a network of spiking neurons can also reproduce the main

features observed by the physiological experiments by using a reinforcement learning

algorithm to compute synaptic updates. What is innovative about this model is that it

is fully biologically plausible and can explain the biophysical mechanisms of synaptic

learning. Thus, the model’s performance among with biological plausibility make it

a competitive model relative to other models in the literature and provides a starting

point for future investigations.

Future work will have to include mechanisms for extending the model to use ex-

pectations and attention. It is also important to know whether the present findings

extend to other sensory areas. Hence, the results of this study could provide the basis

for more advanced models capable of modeling psychophysical tasks other than orien-

tation discrimination. It is hoped that the work presented here has contributed a piece

to the current research and will be of interest for further exploration.
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